
Introduction To Parallel Computing with MPI
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 Networking infrastructure considerations

 MPI – the basics

 Messages

 MPI Programs – the essential ingredients



Motivation

 Nearly all large scale Physics projects have a computational aspect.
- Need to be able to program and use computers

 Some algorithms will not complete on a workstation in a reasonable time
- eg weather prediction

 Need to be able to harness power of many computers in coordinated 
fashion
- Use combined resources

many cpus, large amounts of RAM, large disk storage



Parallel Computing

 There are various ways that we can use computers together in a 
coordinated fashion. This is what we refer to as 'Parallel Computing'

 Shell parallelism
- Sometimes we just want to run the same sequential program many times using 
different inputs.
- We can use a shell script with ssh to do this easily across a network with suitably 
mounted filesystems

#/bin/bash

for n in $(seq 1 512)

do

ssh machine$n “my.exe $n/512”

done



Parallel Computing

 There are various ways that we can use computers together in a 
coordinated fashion. This is what we refer to as 'Parallel Computing'

 Already existing parallel software
- If we're lucky, there is already existing parallel software that we can download 
and use on a suitable network of machines
- Then we just need to install the software and any dependencies it has and start 
using it
eg 
Matlab Distributed Computing Server
Carr Parrinello Molecular Dynamics (CPMD)
Nanoscale Molecular Dynamics (NAMD)
Spanish Initiative for Electronics Simulations with Thousands of Atoms (SIESTA)
Lattice QCD codes



Parallel Computing

 There are various ways that we can use computers together in a 
coordinated fashion. This is what we refer to as 'Parallel Computing'

 Using Parallel versions of libraries
- Some of the optimised maths libraries (eg BLAS, LAPACK,ARPACK, Intel MKL) that 
are heavily used in high performance scientific computing have parallel versions 
(ScaLAPACK, PARPACK).
- If the code we are writing spends most of its time in routines from these libraries, 
we can get significant parallelism for free just by linking to the same routines in 
these parallel versions on a suitable network



Parallel Computing

 There are various ways that we can use computers together in a 
coordinated fashion. This is what we refer to as 'Parallel Computing'

 Writing code with explicit parallelism built in
- If we're not so lucky, we have to write the code from scratch and build in all the 
parallelism ourselves.
- Luckily for us, there are already libraries available that take care of all the 
communication at the hardware and OS drivers level on a suitable network.
- The 2 low-level libraries that are mostly used currently are MPI and OpenMP

 We will be looking at MPI here



OpenMP

 OpenMP runs many independent, but coordinated threads on the same 
machine

 It relies on inserting pragma statements into sections of existing C or 
Fortran code

 It relies on the programmer's ability to correctly identify sections of code 
that could be made parallel

 OpenMP parallelises programs well when the programmer knows what 
they are doing

 Allows programs to be incrementally parallelised

 It is good for large, shared memory machines



MPI

 Message Passing Interface, MPI, is a set of standards that provides an API 
for a library of routines to handle low-level communication between 
processes

 There are several implementations available

 MPI allows for distributed processes across a LAN, (not just on the same 
machine) using a mechanism such as ssh or rsh to connect to remote 
machines

 MPI is extremely portable

 It requires the programmer to not only correctly identify sections of a 
program that can be parallelised, but also to insert communication 
routines into the code.

 It often requires significant rewriting of sequential algorithms to work 
correctly and efficiently



'A suitable network'

 We want to run on many cpus...not necessarily on the same machine

 Communication from cache to CPU is about 10x faster than from RAM 
which is about 100x faster than from disk... which is many times faster 
than from another machine across the network

 We need a 'good' network to carry messages from machine to machine

 The network will be the main bottleneck...



'A suitable network'

 We need a good network to transport messages to and from processes 
on remote machines

 We want a private network, just for the MPI communication... no other

 We want low latency (response) and high bandwidth (carrying capacity)

 On the cluster at CyI, we use an Infiniband network for MPI 
communication between processes in an MPI program

 This network gives:
Latency (end-to-end) 1.1 µs

Bandwidth 20Gbps

 Compare this with Gb Eth (L~125µs, BW~1Gbps)



MPI – The Basics

 Sequential computer architecture paradigm

RAM

cpu



MPI – The Basics

 Sequential programming paradigm
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cpu

process



MPI – The Basics

 Message Passing computer architecture paradigm
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MPI – The Basics

 Message Passing programming paradigm
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MPI – The Basics

 A single program is run on each processor (or core)

 All variables are private

 Processes communicate via special subroutine calls
MPI is just a library!

 There is no ‘magic’ parallelism

 Written in a conventional sequential language, ie C or Fortran
There is no special compiler



MPI – Messages

 Messages are packets of data moving between processes

 The message passing system has to be told the following

Sending process
Source location
Data type
Data length
Receiving process
Destination location

Size of the receive buffer

 An MPI message is an array of elements of a particular MPI datatype



MPI – Messages

 A process needs to be connected to a message passing interface

 A message passing system is similar to

Mail box
Phone line
Fax machine
etc…



MPI – Messages

 Messages need to have addresses to be sent to

 Addresses are similar to

Mail box
Phone line
Fax machine
etc…



MPI – Messages

 The receiving process must

participate
have a mailbox it checks
have a phone it answers
etc

have capacity to receive
have a big enough mailbox
etc



MPI – Messages

 There are 2 types of communication in MPI

Point-to-Point communication
- involves only 2 processes

Collective communication
- involves several (often all) processes



MPI – Point to Point Communication

 The simplest form of message passing

 Only involves exactly 2 processes

 One process sends a message to another

 Both ends must actively participate

 Sending a point-to-point message requires specifying all the details of 
the message

Sending

process

Message

Receiving

process



MPI – Point to Point Communication

 Point-to-Point communication concepts

Synchronous vs Asynchronous
Blocking vs Non-blocking
Buffer space
Reliability

 Leads to a large variety of different types of point-to-point 
communication calls



MPI – Collective Communications

 Collective communication routines are higher level routines involving 
several processes (often all) at a time

 They can be built up out of point-to-point communications

 The simplest collective communication example is the barrier
Barrier synchronises participating processes, because none of them proceeds until 
they all reach the barrier



MPI – MPI Standard

 MPI is a standard interface for message passing

It is defined by the MPI Forum
~40 vendor and academic/user organisations

Provides source code portability across all systems
Allows efficient implementation
Provides high level functionality
Supports heterogeneous parallel architectures

 Website
http://www-unix.mcs.anl.gov/mpi - the main MPI web page
has links to teaching material and tutorials
has links to the MPI 1.1 standard and the MPI 2.0 standard

http://www-unix.mcs.anl.gov/mpi
http://www-unix.mcs.anl.gov/mpi
http://www-unix.mcs.anl.gov/mpi


MPI Programs – header files

 Should appear everywhere we call MPI procedures

 C
#include <mpi.h>

 Fortran
include „mpif.h‟

 The header files are full of constants that are used as arguments to MPI 
procedures



MPI Programs – function format

 C
int err;

err = MPI_Xxxx(parameter, …);

 Fortran
integer ierr

call MPI_XXXX(parameter, …,ierr)



MPI Programs – Initialising

 MPI_Init must be the first MPI procedure called

 C
int MPI_Init(int *argc, char ***argv)

 Fortran
integer ierr

subroutine MPI_INIT(ierr)



MPI Programs – Handles

 MPI controls its own internal data structures

 MPI exposes ‘handles’ to allow programmers to refer to them

 C
handles are of defined typedef’s

 Fortran
handles are integer’s



MPI Programs – Communicators

 Communicators are ‘orthogonal message passing universes’
eg

The mail system is one communicator and the phone system another

 Every message travels in a communicator
every message passing call has a communicator argument

 These are not just groups of processes… they define a ‘context’

 They are referred to by a ‘handle’ (of type MPI_Comm in C)



MPI Programs – Communicators

 MPI_COMM_WORLD is the default communicator setup by MPI_Init()

 It contains all processes

 We will just use this communicator

 MPI_COMM_WORLD is a handle (look in header file)

MPI_COMM_WORLD
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MPI Programs – Rank

 How do we identify different processes ?

 MPI_Comm_rank()

 C
int MPI_Comm_rank(MPI_Comm comm, int *rank);

 Fortran
integer comm, rank, ierr

subroutine MPI_Comm_rank(comm, rank, ierr)



MPI Programs – Size

 How many processes are contained within a communicator ?

 MPI_Comm_size()

 C
int MPI_Comm_size(MPI_Comm comm, int *size);

 Fortran
integer comm, size, ierr

subroutine MPI_Comm_size(comm, size, ierr)



MPI Programs – Exiting MPI

 Must be the MPI last procedure called by each process

 MPI_Finalize()

 C
int MPI_Finalize();

 Fortran
integer ierr

subroutine MPI_Finalize(ierr)

 To abort all processes of an MPI job

 C
int MPI_Abort(MPI_Comm comm, int errcode);

 Fortran
integer comm, errcode, ierr

subroutine MPI_Abort(comm, errcode, ierr)



MPI Programs – Essentials

 The 4 essentials for our MPI programs

MPI_Init()
MPI_Comm_size()
MPI_Comm_rank()
.
.
.
MPI_Finalize()



A Basic MPI Program - C

#include “mpi.h”

int main (int argc, char *argv[]){

int size, rank, mpierror;

mpierror = MPI_Init(&argc, &argv);

mpierror = MPI_Comm_size(MPI_COMM_WORLD, &size);

/* Do work here*/

mpierror = MPI_Finalize();

return 0;
}



A Basic MPI Program - Fortran

program firstmpi

include „mpif.h‟

integer :: size, rank, mpierr

call MPI_Init(mpierr)

call MPI_Comm_size(MPI_COMM_WORLD, size, mpierr)

call MPI_Comm_rank(MPI_COMM_WORLD, rank, mpierr)

! Do work here

call MPI_Finalize(mpierr)

end program firstmpi



Exercises

 Write a minimal MPI program which prints “hello world” from multiple processes
Compile it and run it on 1, 2, 4 processors

 Add the writing processes rank as part of the output

 Open a log file for each process and write to it. Use the following snippets 
Fortran C

 What happens to IO before MPI_Init() or after MPI_Finalize() on different 
machines ?

integer mpilog_fd=11

character*10 filenm

…

write(filenm,‟(“mpilog.”,i2.2)‟) rank

open(unit=mpilog_fd,file=filenm)

FILE *mpilog_fd;

char filenm[10];

…

sprintf(filenm, “mpilog.%2.2d”,rank);

mpilog_fd = fopen(filenm,w);



Thank you

www.cyi.ac.cy


