
Introduction To Parallel Computing with MPI



This Lecture

 More about messages

 MPI basic datatypes

 Point-to-point communication

 Blocking communication

 Nonblocking communication

 Collective communication



More about Messages

 A message contains a number of elements of some particular datatype

 MPI datatypes
- Basic types
- Derived types

 Derived types can be built up from basic types

 C types are different from Fortran types

 Each MPI call accepts messages of any datatype
- datatype can be given as an extra argument



MPI Basic Datatypes - C

MPI Datatype C

MPI_CHAR signed char

MPI_SHORT signed short int

MPI_INT signed int

MPI_LONG signed long int

MPI_UNSIGNED_CHAR unsigned char

MPI_UNSIGNED_SHORT unsigned short int

MPI_UNSIGNED unsigned int

MPI_UNSIGNED_LONG unsigned long int

MPI_FLOAT float

MPI_DOUBLE double



MPI Basic Datatypes - Fortran

MPI Datatype Fortran

MPI_INTEGER integer

MPI_REAL real

MPI_DOUBLE_PRECISION double precision

MPI_COMPLEX complex

MPI_LOGICAL logical

MPI_CHARACTER character

 There are also MPI_BYTE and MPI_PACKED types for both C and Fortran
(not discussed here)



Point-to-Point Communication

 Communication is between 2 processes

 Source process sends a message to destination process

 Communication takes place within a communicator

 Destination process is identified by its rank within the communicator

 Various types of communication
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Point-to-Point Communication

 Synchronous sends

 Only completes when the receive has completed

 Provides information about the relative execution points of sender and 
receiver

 Causes synchronisation of the 2 processes

 cf sending a fax – wait for fax to complete - indicates it has been received 
at the other end



Point-to-Point Communication

 Asynchronous sends

 Always completes, regardless of whether the receive has completed

 Sender only knows when the message has left

 cf posting a letter in the mailbox – will be picked up and delivered later



Point-to-Point Communication

 Synchronous vs Asynchronous

 Telephone analogy

 Synchronous – the receiver answers

 Asynchronous – the answering machine answers



Point-to-Point Communication

 Blocking Operations

 Relates to when the local operation has completed

 Only return from the MPI procedure call when the operation has 
completed
(whether it is a send or receive)



Point-to-Point Communication

 Non-blocking Operations

 Return immediately from the MPI procedure
(before it has completed)

 The program does other work while MPI does message passing 
operation ‘in the background’

 At some time later, the program can test or wait for the completion of 
the non-blocking operation



Point-to-Point Communication

 Non-blocking Operations

 All non-blocking operations need to have matching wait operations
Some systems cannot free resources until wait has been called

 A non-blocking operation immediately followed by a wait is equivalent 
to a blocking operation

 Non-blocking operations are not the same as sequential subroutine calls 
as the operation continues after the call has returned

 Analogies
Non-blocking send – asking secretary to arrange meeting with colleague

Usually check on completion later
Don’t know when or if colleague receives notification

Non-blocking receive – putting open sign on a business door
Don’t know when customer will arrive



Point-to-Point Communication

 Summary

 ‘Orthogonal’ concepts
Synchronous vs Asynchronous is a ‘non local’ issue describing the relative timings 
of sender and receiver
Blocking vs Non-blocking is a ‘local’ concept describing completion of operation in 
either sender or receiver independently

 Both concepts impact on performance and semantics



Point-to-Point Communication

 Communication Modes
Sender Mode Notes Synchronous?
Synchronous send Message goes directly to receiver synchronous

Only completes when receive begins

Buffered send Message copied to a ‘buffer’ asynchronous
Always completes, regardless of receiver

Standard send Either synchronous or buffered both/hybrid

Ready send Assumes the receiver is ready neither
Always completes, regardless of whether
receiver was ready

Receive Completes when a message has arrived



MPI Blocking Sender Modes

 Operation MPI Call

Standard send MPI_Send()
Synchronous send MPI_Ssend()
Buffered send MPI_Bsend()
Ready send MPI_Rsend()
Receive MPI_Recv()



Sending A Message

 C

int MPI_Ssend(void *buf, int count, MPI_Datatype dtype, 
int dest, int tag, MPI_Comm comm)

 Fortran

subroutine MPI_Ssend(buf, count, dtype, dest, tag, comm, 
ierr)
<type> buf(*)
integer count, dtype, dest, tag, comm, ierr



Receiving A Message

 C

int MPI_Recv(void *buf, int count, MPI_Datatype dtype, int 
source, int tag, MPI_Comm comm, MPI_Status *status)

 Fortran

subroutine MPI_Recv(buf, count, dtype, source, tag, comm, 
status, ierr)
<type> buf(*)
integer count, dtype, source, tag, comm, ierr
integer status(MPI_STATUS_SIZE)



Synchronous Blocking Message Passing

 Processes Synchronise

 Sender process specifies the synchronous mode

 Blocking – both processes wait until the transaction has completed

 For a communication to succeed
Sender must specify a valid destination rank
Receiver must specify a valid source rank
The communicator must be the same
Tags must match
Message types must match
Receiver’s buffer must be large enough

 Wildcarding
Receiver can wildcard
To receive from any source – use MPI_ANY_SOURCE
To receive with any tag – use MPI_ANY_TAG
Actual source and tag are returned in the receiver’s status parameter



The Communication Envelope

 Envelope information is returned from MPI_Recv as status

 Information includes
Source: status.MPI_SOURCE or status(MPI_SOURCE)
Tag: status.MPI_TAG or status(MPI_TAG)
Count: call MPI_Get_count()

dest address

source address

Attn: <tag>

Data:

Item 1

Item 2

é



Received Message Count

 C

int MPI_Get_count(MPI_Status *status, MPI_Datatype dtype, 
int *count)

 Fortran

subroutine MPI_Get_count(status, dtype, count, ierr)
integer status(MPI_STATUS_SIZE), dtype, count, ierr



Message Order Preservation

 Matching messages do not overtake each other
They are received in the order sent, even with wildcarding

 This is true even for non-synchronous sends

 Non-identical messages can be received out of order
(Use tag, source rank, etc…)
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Timers

 C

double MPI_Wtime(void);

 Fortran

double precision MPI_Wtime()

 Time is measured in seconds

 Time to perform a task is measured by checking timer before and after



Buffers
 These are just memory in the processes

 The term is used for 3 different concepts
- program variables or arrays (or parts) that are used as the ‘message space’ 
arguments to any MPI routine passing a message, eg ẾềẺỐỄỖởổẖỒẚẎ ẗ
- Buffer space specifically allocated for MPI_Bsend() , using 
MPI_Buffer_attach() . An ‘external’ buffer space you must control

- Buffer space provided by the system

system buffer

application

send

DATA

system buffer

application

receive

DATA

DATA

path of message buffered at receiving process

processor j

process bprocess a

processor i



Exercise

 Write a simple program to use MPI_Send() and MPI_Recv() to pass data 
between 2 processes

 Try using MPI_Ssend() with messages going in both directions 
simultaneously
- Now try it with MPI_Send – by increasing the message size you should be 
able to work out the system buffer size

 Modify the program to repeatedly pass a message back and forth
- (pingpong)

 Use MPI_Wtime() to time data transfers for different message sizes.
- You need to be concerned about resolution of the timers here – why?
- Try comparing times for MPI_Send(), MPI_Bsend() and MPI_Ssend()



Non-Blocking Communications

 Blocking communications do not return until the communication has 
completed
- Can reach a situation where each process sends a message to another process and 
then posts a receive, eg MPI_Send()

- A send may not be able to complete until the receive has started
- Since everyprocess is sending and none is yet receiving, deadlockcan occur and 
none of the communications ever complete
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Non-Blocking Communications

 Non-blocking communications separates the communication into 3 phases:

- Initiate non-blocking communication

- Do some work (perhaps even involving other communications)

- Wait for the non-blocking communication to complete



Non-Blocking Communications

 Non-blocking send
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Non-Blocking Communications

 Non-blocking receive
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Non-Blocking Communications

 Handles used for non-blocking communication

- datatype – same as for blocking (MPI_Datatype or integer )

- communicator – same as for blocking (MPI_Comm or integer )

- request – MPI_Request or integer

 A request handle is allocated when a communicator is initiated



Non-Blocking Synchronous Send

 C

MPI_Request request;
MPI_Issend(buf, count, dtype, dest, tag, comm, &request);
MPI_Wait(&request, &status);

 Fortran

integer request
call MPI_Issend(buf, count, dtype, dest, tag, comm, 
request, ierr)
call MPI_Wait(request, status, ierr)



Non-Blocking Synchronous Receive

 C

MPI_Request request;
MPI_Irecv(buf, count, dtype, source, tag, comm, &request);
MPI_Wait(&request, &status);

 Fortran

integer request
call MPI_Issend(buf, count, dtype, source, tag, comm, 
request, ierr)
call MPI_Wait(request, status, ierr)



Blocking And Non-Blocking

 Send and receive can be blocking or non-blocking

 A blocking send can be used with a non-blocking receive
- And vice versa

 Non-blocking sends can use any mode
- standard, synchronous, buffered, or ready

 Synchronous mode affects completion, not initiation



Non-Blocking Restrictions

 Cannot read or write buffer while a non-blocking request (send or receive) 
is outstanding

 The state of data in the buffer is indeterminate until the request is 
completed



MPI Non-Blocking Modes

 Operation MPI Call

Standard send MPI_Isend()
Synchronous send MPI_Issend()
Buffered send MPI_Ibsend()
Ready send MPI_Irsend()
Receive MPI_Irecv()



Completion

 Waiting vs Testing

 C

int flag;
MPI_Request request;
MPI_Status status;
MPI_Wait(&request, &status);
MPI_Test(&request, &flag, &status);

 Fortran

logical flag
MPI_Wait(requset, status, ierr)
MPI_Test(request, flag, status, ierr)

 flag is a boolean which can be tested and is true when the operation has 
completed



Multiple Communications

 We can:
- Test or wait for completion of 1 message
- Test or wait for completion of all messages
- Test or wait for completion of as many messages as possible

 The arguments then become arrays of handles

 MPI_Wait_all() , MPI_test_some() , …



Testing Multiple Communications

 Multiple outstanding receives

 Buffers waiting to accept messages from matching senders

 MPI calls to test/wait on all/some of these requests

process

in

in

in



Exercise

 Construct a set of processes in a ring 
(0 passes to 1 passes to 2 passes to… n-2 passes to n-1 passes to 0)
Make each process pass its rank to its neighbour and keep passing each 
message it receives until it gets its own rank back
Let each processor keep a sum of the messages it receives and print out the 
sum when it is done.
Use non-blocking communication to avoid deadlock

 Write an all-to-all broadcast using non-blocking communication. Have 
process i:
- send i+j to process j, for each j
- receive all the messages sent to it
- iteratively test for completion for any of it’s sends, printing the number 
done each time until they are all done
- write out the messages received



Collective Communications

 Collective communications are communications involving a group of 
processes

 They are called by all processes in a communicator

 Examples
- Barrier synchronisation
- Broadcast, scatter, gather
- Global sum, global maximum, etc…

 Collective communication routines are higher level routines

 They can be built out of point-to-point communications



Barrier

 Barrier synchronises all the participating processes

 Processes cannot continue until all processes using the communicator reach 
the barrier

 C
int MPI_Barrier(MPI_Comm comm);

 Fortran
subroutine MPI_Barrier(comm, ierr)
integer comm, ierr



Broadcast

 A one-to-all communication

 A process sends a message to all other processes using the communicator

 C
int MPI_Bcast(void *buf, int count, MPI_Datatype dtype, 
int root, MPI_Comm comm);

 Fortran
subroutine MPI_Bcast(buf, count, dtype, root, comm, ierr)
<type> buffer(*)
integer count, dtype, root, comm, ierr

 Root is the rank of the broadcaster



Scatter

 Scatters bits of message to other processes
 MPI_Scatter(sendbuf, sendcount, sendtype, recvbuf, 

recvcount, recvtype, root, comm)

a b dc

a b dc

dcba



Gather

 Gathers messages together from other processes
 MPI_Gather(sendbuf, sendcount, sendtype, recvbuf, 

recvcount, recvtype, root, comm)

a b dc

dcba

a b c d



Reduction Operations

 Combine data from several processes to produce a ‘reduced’ result, the 
same size as each contribution

 eg
global sum or product
global maximum or minimum
global user defined operations

 C
int MPI_Reduce(void *inbuf, void *outbuf, int count, 
MPI_Datatype dtype, MPI_Op, op, int root, MPI_COMM comm);

 Fortran
call MPI_Reduce(inbuf, outbuf, count, dtype, op, root, 
comm, ierr)
<type> inbuf(*), outbuf(*)
integer count, dtype, op, root, comm, ierr



Reduction Operations

 Global Reduction Example

 C
MPI_Reduce(&x, &result, 1, MPI_INT, MPI_SUM, 3, 
MPI_COMM_WORLD);

 Fortran
call MPI_Reduce(x, result, 1, MPI_INTEGER, MPI_SUM, 3, 
MPI_COMM_WORLD, ierr)

 Sum of all the x values is placed in result

 The result is only placed there on process 3 (the root process)



Reduction Operations

 Predefined reduction operations

MPI Name Function

MPI_MAX Maximum
MPI_MIN Minimum
MPI_SUM Sum
MPI_PROD Product
MPI_LAND Logical AND
MPI_LOR Logical OR
MPI_BOR Bitwise OR
MPI_LXOR Logical exclusive OR
MPI_BXOR Bitwise exclusive OR
MPI_MAXLOC Maximum and Location
MPI_MINLOC Minimum and Location



Reduction Operations

 Variants of MPI_Reduce()
- MPI_Allreduce() – no root process
- MPI_Reduce_scatter() – the result is scattered
- MPI_Scan() – ‘parallel prefix’



Reduction Operations – MPI_Scan()

i j k l i j k l

a b c d

e f g h

a b c d

e f g h

a ¤ e

a ¤ e ¤ i

a 



Exercise

 Write a serial program that implements a simple mid-point rule to evaluate
π = 4 ∫0

1
(1 + x2) -1 dx

 Use MPI_Bcast() and MPI_Reduce() to parallelise your program

 One way to organise output from multiple processes is to nominate one of 
the processes and do the writes (in rank order) only from that process.
Use MPI_Gather() to implement this idea to write out the ‘hello world from 
proc…’ strings from your earlier exercise



Thank you
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